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Knowledge Graphs (KGs) are excellent for organizing complex
lexicographic data, but their utility is limited for non-experts who must use [
SPARQL. This poster addresses the challenge of creating natural language ‘l(
interfaces for data retrieval on KGs like Wikidata. We present a multi- - ~
dimensional taxonomy for Wikidata's lexicographic data ontology and | Generated SPARQL Query:

create a large-scale, template-based dataset with over 1.2 million SELECT ?lexeme ?qitem ?lemma ?qitemLabel

mappings from natural language to SPARQL queries. \EIHERE

VALUES ?lemma {'Apfel'@de} .
?lexeme wikibase:lemma ?1lemma ;
wdt:P5185 ?qitem.

Hypothesis
yp SERVICE wikibase:1label {

Large Language bd:serviceParam wikibase:language 'en'
Models (LLMs) can be }

trained to bridge this }
gap, but their L J
performance will vary Figure 1: Conversational lexicography:
significantly based on enabling natural language queries to KGs by
size and training. automatically generating SPARQL code.

Query in Natural Language:
‘What is the gender of Apfel in German?”

L
Taxonomy Dataset Creation
A four-dimensional taxonomy was developed to We created a comprehensive dataset of 1.2M
capture the complexity of lexicographic queries. mappings from natural language to SPARQL

queries. Templates were derived from real-
world questions (Google), specific properties,
and multi-property scenarios.

Dimensions:

- Lexical Properties,

- Single/Multi-Lexeme Output,
- Mono/Multilinguality,

- Query Complexity.

o o
Evaluation Model Implementation
We developed an evaluation framework that goes beyond simple text Phi-1.5 (1.3B): Fine-tuned with the LoRA
matching: framework

- Functional Correctness (pass@k): Does the SPARQL query return « GPT-2 (124M): Trained from scratch on our
the correct result? dataset
- Granularity: Is the syntax and structure correct?.

- Generalization: Does the model adapt to novel query structures? GPT-3.5-Turbo: Used as a poweriul baseline

with few-shot prompting

Key Results

Generalization is a Major Hurdle: While all models perform well on familiar query patterns, only GPT-3.5-Turbo
demonstrates meaningful generalization capabilities, adapting to novel query structures.

Model Size Matters: GPT-3.5-Turbo's superior performance in the generalization scenario (Pass@3 of 0.57) suggests that
model size and diverse pre-training are critical for adaptability in this domain.

Smaller Models are Effective for Familiar Patterns: Our trained GPT-2 model achieved the highest Pass@1 score (0.90)
for non-generalization queries, showing that smaller models can be highly effective for domain-specific tasks on familiar data.

Non-Generalization Generalization
Model Parameter
pass @kT RgranularilyT BLEUT pG,SS@kT RgranularilyT BLEUT
Phi 1.5 k=1 0.86 0.84 02.1 0 0.7 54.4
GPT-2 =1 0.90 0.84 04 .4 0 0.41 0.3
=1 0.87 0.94 99.2 0.41 0.81 127
e 0.89 0.95 99.6 0.57 0.84 67.0






